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Abstract

We present a new experimental framework with the ob-
jective of studying fine-grained object localization prob-
lems. The Four-Leaf Clover (FLC) dataset was built with
the contribution of trained hobbyists, who were assigned
the task of spotting four-leaf clovers on a fixed geograph-
ical location over two clover seasons, one season for the
train set and another for the test set. Each object instance
was then annotated for the tasks of object detection, seman-
tic segmentation, instance segmentation, object parsing and
semantic boundary detection. Our dataset is composed of
more than 100,000 images, containing 2,151 carefully an-
notated clover instances of four, five or six leaves. The
Four-Leaf Clover Dataset is extremely challenging due to
its small inter-class variance and its very large intra-class
variation. We perform extensive experiments with state-of-
the-art methods in order to establish strong baselines for
each of the tasks. The dataset and all its resources will be
made publicly available.

1. Introduction
Fine-grained object recognition is a challenging open

problem, in which the goal is to distinguish subordinate cat-
egories within entry-level categories. In other words, fine-
grained recognition and, specifically, fine-grained localiza-
tion is akin to looking for a needle in a haystack. Fine-
grained image classification has attracted a growing inter-
est from the computer vision community in recent years.
Since 2011, a workshop for fine-grained visual categoriza-
tion (FGVC) has been organized in conjunction with CVPR.
In 2018, the fourth version of FGVC presented two main
challenges: visual categorization of materials [29] and vi-
sual categorization of species of plants and animals [25].
The goal of these competitions is to push the state-of-the-art
in automatic-image classification across fine-grained cate-
gories.
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However, a large variety of applications require the study
not only of fine-grained object categorization but also of
fine-grained object localization. Fine-grained tasks are de-
fined as having a small inter-class variation, that is distin-
guishing between extremely similar objects; and a large
intra-class variation, namely identifying highly variable ob-
jects as pertaining to the same class. Anomaly detection
is a major example of such applications, which consists in
finding an unusual pattern that does not match an expected
behavior or visual appearance. For instance, video surveil-
lance of crowded scenes demands the ability to detect subtle
deviations from normal crowd behaviors [15, 12, 13]. An-
other fine-grained localization example is the diagnosis of
lung cancer [1, 23]. With the purpose of diagnosing this dis-
ease in early stages, lung nodules with a size of only 3mm
need to be detected and separated from visually similar lung
structures in 3D images from a human thorax.

To the best of our knowledge, the computer vision com-
munity currently lacks a unified benchmark to study the dif-
ferent tasks associated with fine-grained localization prob-
lems. On the one hand, datasets for fine-grained image cate-
gorization [11, 20, 26, 16, 27] have low inter-class variation,
but the objects to be recognized are large and centered in the
images, eliminating the object localization problem. On the
other hand, datasets for object localization [5, 14, 22, 30, 2]
exhibit high inter-class variation, making them inadequate
for fine-grained problems. Our main contribution in this pa-
per is to present a comprehensive new experimental frame-
work, with highly detailed annotations, for studying fine-
grained object localization tasks.

We introduce the Four-Leaf Clover (FLC) Dataset, that
contains 5 different fine-grained localization tasks: object
detection, semantic segmentation, instance segmentation,
instance parsing, and semantic boundary detection. Fine-
grained problems are characterized by being highly un-
balanced and, most importantly, by their low inter-class
and high intra-class variation. Clovers normally have three
leaves, but through mutations four-leaf specimens can arise.
These mutations are uncommon, with only about 1 in
10,000 clover plants having four leaves [24] in the wild.



Figure 1. (Left panel) Example of an image of the FLC dataset. (Right panel) Positive samples of four-leaf clovers on the image on the left.

This low mutation rate makes spotting four-leaf clovers an
extremely difficult fine-grained recognition problem, often
associated to good luck in popular culture. Figure 1 illus-
trates the difficulty of detecting four leaf clovers in the FLC
dataset.

The low inter-class and high intra-class variation of ob-
ject localization problems are intrinsic characteristics of the
tasks within the FLC experimental framework. Three-leaf
and four-leaf clovers are extremely similar (low inter-class
variation), while several clover species are found in the
dataset (high intra-class variation). Moreover, variability in
factors such as different positions, coloring, and lighting are
additional challenges of the dataset. We provide a compre-
hensive benchmark that allows for object detection, seman-
tic segmentation, instance segmentation, instance parsing,
and semantic boundary detection.

2. Related Work

Table 1 shows a summary of the comparison between
different publicly available datasets and the FLC dataset.
Below we present a brief review of the most relevant
datasets. We divide it into two families: the first one studies
fine-grained object recognition, focusing on image classifi-
cation; while the second one studies object localization, but
not at a fine-grained level.

Fine-grained categorization datasets. The Stanford
Dogs dataset [11] contains 120 dog species with bound-
ing box and class annotations, and was presented as a fine-
grained benchmark due to its reduced inter-class and large
intra-class variation. Analogous to Stanford Dogs, Caltech-
UCSD Birds 200 (CUB-200) [26] and Cats and Dogs [20]
are datasets that were created to address the problem of fine-
grained image categorization. They contain additional an-
notations of bounding boxes and pixel-level segmentation
of the image object. In order to have finer descriptions of
images, another family of datasets to study this problem
has also included object attribute annotations. CUB-200
includes 25 bird attributes per image, related to color and
patterns of each bird species. Fine-Grained Visual Classi-
fication Aircraft (FGVC-A) [16] and CompCars [27], are
datasets that introduce attributes of each aircraft/car related

to its manufacturer, model, family, and other finer character-
istics in order to create more accurate tasks and train finer
classifiers. VegFru, another dataset for image categoriza-
tion, was published at ICCV 2017 and contains images of
vegetables and fruits [10]. Finally, Fine-Grained Car Detec-
tion for Visual Census Estimation (CDVCE) [6] is a dataset
that combines the tasks of car detection with fine-grained
categorization with more than 2000 car classes. However,
these datasets [11, 26, 20, 16, 27, 10, 6] do not allow the
study of all object recognition problems on a fine-grained
level due to the fact that most of the images contain a single
large centered object instance. This issue greatly restricts
the semantic segmentation and object detection tasks, mak-
ing these datasets useful mainly for the fine-grained image
categorization task they were originally designed to address.

Object Localization datasets. Imagenet [3], Pascal [5],
and MS-COCO [14] datasets include images with several
instances and classes with annotations for detection prob-
lems and object segmentation. Pascal also includes bound-
aries and pixel level labels within the additional annotations
of SBD [7] and Pascal Context [19] respectively. Addi-
tionally, the DAVIS challenge addresses the same problem
as Pascal and MS-COCO, with semantic segmentation [21]
and object segmentation [22] in videos. The ADE20K [30]
dataset includes labels for semantic segmentation and scene
parsing, focusing on the problem of scene understanding.
The Cityscapes [2] dataset provides images to address urban
scene understanding, with annotations for scene categoriza-
tion, object detection, and semantic and instance segmenta-
tion. Another group of datasets incorporates finer annota-
tions by including amodal detections [4] and segmentations
[31]. These annotations include additional information of
non visible pixels in the image by marking the full exten-
sion of the object. All of these datasets were created to ad-
dress object recognition problems. However, none of them
allows to study the problem at a fine-grained level.
Therefore, the community currently has fine-grained
datasets, but only for image categorization; and datasets for
object localization, but not on a fine-grained level. To our
knowledge, the FLC is the first dataset for fine-grained ob-
ject localization whose target objects represent a small por-
tion of the image, in addition to including several object




